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class Foo {
   int x;
   int y;
}

vtbl
x
y

TxR
x
y

vtbl Extra transaction
record field

JKL,&5
1"#$=)#"05.

TxR1

TxR2

TxR3

…
TxRn

Object words hash
into table of TxRs

Hash is 
f(obj.hash, offset)

Y("?
1"#$=)#"05.

class Foo {
   int x;
   int y;
}

hash
x
y

vtbl
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¥ /#$*5<,*#%%,"5*,4,"*m",i

atomic  {
  if(x<y)
    ++z;
}

atomic  {
  ++x;
  ++y;
}

initially x=0, y=0, z=0

assert (z==0);
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8#"''($*U#5#

Surprises arose from the same mutable locations being 
used inside & outside transactions by different threads

For each allocated object (or word), require one of:
BNNever mutated 
DNOnly accessed by one thread 
]N Only accessed inside transactions
bNOnly accessed outside transactions

Hopefully sufficient
Ð But unnecessary and probably too restrictive

¥ Bans publication and privatization

&(="5,%.*U#$*:"(%%-#$
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The Role for Hardware in TM

Key Point: hardware and software have 
complimentary strengths and weaknesses.

Hardware support for TM offers a number of advantages 
¥ Higher performance, lower overhead
¥ Lower power/energy consumption

Including some that are less important in managed code
¥ Compiler-independent
¥ Can call code that is Ònot-transactionally awareÓ
¥ Strong isolation without application-wide changes
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The Role for Hardware in TM (cont.)

Hardware has a number of substantial disadvantages: 
¥ Limitations of finite hardware structures
¥ Inflexible
¥ Implementation complexity, overhead, and cost
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Outline

Background: Coherence and Cache-based HTM

Three main approaches:
¥ ÒUnboundedÓ Hardware TM

Ð Hardware performs all conflict detection
¥ Hardware-Accelerated Software TM

Ð Put the slow parts of STM in hardware
¥ Hybrid TM

Ð Simple HTM, fail over to STM when it doesn’t work

Goal: Broad overview
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Background: Coherence

¥ P1 & P2 can simultaneously read A (in Shared)
¥ Before P1 can write A, upgrade to M, invalidating P2
¥ Before P1 can write B, acquire in M, invalidating P2
¥ Before P1 can read C, acquire in S, downgrade P2 to S

Get “notification” when permission is lost

P1

Invalid

A : Shared

Invalid

Invalid

P2

Invalid

 A :  Shared   

C : Modified

B : Modified

Almost all HW TM support is cache coherence based.

e.g., MSI invalidation-based protocol
Modified: read/write, in a single cache
Shared: read only, but many readers
Invalid: not in this cache
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Background: TM Fundamentals

Three requirements:
1. Keep two versions of transactional data

- “new” needed for commit, “old” needed for abort
2. Detect conflicts

- if another thread writes a value read by a 
transaction, it must not commit

3. Commit atomically

- writes must appear to occur simultaneously
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Cache-based TM (e.g., Herlihy & Moss)

1. Keep two versions of transactional data

- use HW storage (e.g., cache) to hold second copy
- write back dirty line before 1st transactional write

2. Detect conflicts

- acquire/retain coherence permission to data
- S state for read data, M state for written data

- mark transactional data (add transactional bits)
- invalidates/downgrades force transaction to abort

3. Commit atomically

- “flash” clear transactional bits
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Obvious Drawbacks to Cache-based TM

Two main sources:
1. Transaction tied to processor resources

- Can’t handle context switch, mode switch
2. Those processor resources are finite

- Can’t handle large transactions

In addition:
¥ provides only simple programming model

17
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Unbounded Hardware TMs

Can we avoid these obvious drawbacks ...
by making the hardware a little more complicated?



7 November 2008 Craig Zilles, University of Illinois UPCRC 19

Simple Extensions

- Acquiring the Òcommit tokenÓ (Hammond, et al 2004)
In TCC, transactions that overflow the cache continue 

execution non-speculatively by holding the global 
commit token to complete atomically.

- Overflowing to uncached memory (Ananian, et al 2005)
In LTM, overflowed sets are marked in the cache and 

coherence requests to such sets stall until a search 
of a data structure in main memory completes.

Like many early attempts, these solutions have 
performance isolation problems (Zilles & Flint, 2005)
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Unbounded HTM Challenges

Need to guarantee forward progress of any transaction
Ð Lots of corner cases that HW must support

¥ interrupts, exceptions, paging, copy-on-write
¥ sharing across processes, garbage collection

Hardware Complexity/Cost:
Ð e.g., non-trivial changes to coherence protocol

¥ LogTM-SE adds ASID to all coherence msgs

Significant Re-architecting of O/S:
Ð e.g., alter virtual memory design (Chuang, et al `06)

Poor integration with run-time software
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Hardware-Accelerated STM

STMs donÕt have the virtualization problems of HTMs

Can we address STM performance problems with a 
small amount of hardware?

Sources of STM overhead:

¥ Redundant opens and logging

¥ Conflict detection / read set validation

¥ Strong isolation

Mark Bits

   UFO Bits   
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Mark Bits (Saha, et al 2006)

Add a mark bit to each cache line (for each SMT thread)
Add a lost mark counter to each thread context.

¥ incremented with ÒmarkedÓ line lost

ISA extensions:
LdSetMark, LdResetMark : load & set/clear bit 

LdTestMark : set condition code based on mark state

ResetMarkAll : clears all mark bits, increments counter

ReadMarkCntr, ResetMarkCntr : self explanatory
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Use #1: Filtering Opens/Read Barriers

Use the mark bits to track what has been ÒopenedÓ
Ð DonÕt repeat work on already ÒopenedÓ objects

Losing marked lines is okay
Ð means we wonÕt filter open when accessed again

ldTestMark  %eax,  [rec]

jnae done
// open object

loadSetMark %eax, [rec]
done:

readBarrier 
code
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Use #2: Avoiding Read Set Validation

STMs with Òinvisible readsÓ require read set validation
Ð Check that no read value has been updated
Ð Do at commit, in loops, and before ÒunsafeÓ ops
Ð Expensive especially when read set is large

If lost mark counter is zero, then reads must be valid
Ð we can skip validation

markCount = readMarkCounter();

resetMarkAll();
if (markCount == 0)

return;

commit validate 
code
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UFO (Neelakantam, et al, 2007)

Provide user-mode fine-grain memory protection
Ð A la iWatcher (or Mondrian Memory Protection)
Ð add two bits per block: fault-on-read, fault-on-write
Ð bits exist through whole virtual memory hierarchy
Ð protection faults vector to user-mode handler

ISA Extensions:
UFO_set : set protection mode for addr

¥ requires exclusive coherence permission
UFO_read : read protection mode for addr
EnableUFO/DisableUFO : turn on and off faults
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UFO provides STM strong isolation

Write barrier installs fault-on-write and fault-on-read. 
Read barrier installs fault-on-write (visible reads)

For a word-based STM with an ownership table:

Protection removed when otable entry removed

idx = hash(addr), tag = tag(addr)

if otable[idx] == 0   // entry empty
lock(otable[idx], 0)

UFO_set(addr, FOR|FOW)
otable[idx] = tag|myID|WRITE;

log(addr, WRITE);
return;

write barrier
code
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UFO fault handler (Strong Isolation)

If a non-transactional thread conflicts with transactional 
data, it will receive a UFO fault.

Handler can:  (a software policy decision)
Ð spin for a while hoping the transaction completes
Ð find conflicting transaction (in otable) and abort it

STM transactions turn off UFO faults; conflicts between 
STM threads are handled by the STM.

Key Idea:

In effect, weÕre dynamically typing data to be either
in a (software) transaction or outside one.

And weÕre dynamically enforcing this type system.
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Hybrid Transactional Memory

STMs donÕt have the virtualization problems of HTMs

Can we use a simple HTM and fall back on STM 
when the HTM isnÕt good enough?

Goals:
Ð achieve full HTM performance for common case
Ð have flexibility/expressiveness of STM
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Hybrid Transactions

Code has two versions of a transaction: HW & SW

xact:
xbegin(&fail);  // if HTM aborts goto fail
// transaction body
xend;
goto done

fail:  // retry in hardware if it might succeed
analyze_abort_reason(&xact);
STM_BEGIN();
// transaction body with barriers
STM_COMMIT();

done:

hardware
transaction

software
transaction
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Detected by 
coherence

Detected by 
coherence

Detected by
STM

30

Challenges with Hybrid TMs

1. Hybrid TM semantics is weaker of HTM and STM
Ð no strong isolation if only provided by HTM

2. Conflict detection between HTM and STM

HTM

HTM

STM

STM

conflictor

conflictee
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Handling Inter-TM Conflicts

Three solutions:
¥ HyTM (Damron, et al. 2006)

Ð Have HTM transactions snoop STM metadata
¥ Phased TM (PhTM, Lev, et al. 2007)

Ð Preclude concurrent HTM and STM transactions
¥ UFO Hybrid TM (Baugh, et al. 2008)

Ð Conflicts handled by making STM strongly-isolated 
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HyTM adds read/write barriers

HyTM includes barriers in HTM code

2 Drawbacks:
Ð introduces overhead into HTM (common case)
Ð w/o non-transactional loads, conflicts on the otable 

xbegin(&fail)

if (otable[h(&X)].o_mode == WRITE)
xabort;

tmp = X;
if (otable[h(&Y)].o_mode != UNOWNED)

xabort;

Y = tmp + 5;
xend

atomic {

y = x + 5;
}
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PhTM precludes concurrent HTM/STM

Keeps a counter of the number of STM transactions
Ð checked within HTM transaction
Ð explicit abort if non-zero
Ð abort by conflict, if later incremented by failing xact

xbegin(&fail)

if (STM_count != 0)
xabort;

tmp = X;
Y = tmp + 5;

xend

atomic {

y = x + 5;
}

Performance very sensitive to SW failover rate
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UFO Hybrid: rely on strong isolation 

UFO HW memory protection ! strong isolation
Ð HTM execution appears like non-transaction
Ð HTM receives UFO fault if conflicts with STM

¥ Can perform contention management in SW

HTM transactions have no software overhead!
(and can run concurrently with STM transactions)

xbegin(&fail)

tmp = X;
Y = tmp + 5;

xend

atomic {

y = x + 5;
}
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Easy case: kmeans

Same as ÒidealÓ HTM when no STM transactions

35
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Cases with overßows

Increasing transaction memory accesses hurts HyTM

Even small overßow rate can kill PhTM
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TMÕs dirty little secret

¥ Very little work shows its true benefits

¥ Many of its performance benefits can be gotten 
through simpler hardware:
Ð Speculative Lock Elision (SLE): Take a lock-based 

program and use best-effort HTM to atomically 
execute critical sections (w/o acquiring lock)

¥ Its ÒprogrammabilityÓ benefits are almost entirely 
uncharacterized:
Ð Few non-trivial TM programs written
Ð No user studies in relative bug rates, etc.

37
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De Bruijn-graph based Assembly

Genetic Sequence Assembly (Bioinformatics)

¥ A compelling example where TM could simplify the 
(bug-free) parallel implementation (at end)

¥ Also, an interesting test case for deterministic 
languages

¥ Also, a class of algorithms (graph construction) 
apparently un-represented in BerkeleyÕs ÒDwarf 
MineÓ.

38
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The basic problem

¥ Take lots of short overlapping pieces of sequence 
data and construct larger sequences.

39

ATTAGGCGATGCAAATTG

CGATGCA
TTAGGCG
GGCGATG
CAAATTG
ATTAGGC
TGCAAAT

CGATGCA
TTAGGCG

GGCGATG
CAAATTG

ATTAGGC
TGCAAAT

initial sequence alignment

Þnal assembly
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Computation & memory intensive

¥ Corn genome: 3 billion bases
¥ Modern sequencers produce 30-100 base ÒreadsÓ

Ð relatively high rate of errors (~75% chance a read 
has at least one bad base)

Ð tolerate with repeated coverage (e.g., x30)

¥ A lot of data...

40
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De Bruijn-based assembly (1)

¥ Crack each ÒreadÓ in to k-mers 
Ð k-mer = sub-read of length k (k ~= 21)

¥ Create a (unique) node for each kmer, connect if 
neighboring in a read.

41

CGATGCA
CGAT

GATG
ATGC

TGCA

CGAT GATG TGCAATGC

hash(ATGC)

hash(CGAT)
hash(GATG)

hash(TGCA)

1
1

1
1 1

11
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De Bruijn-based assembly (2)

¥ Repeat for every read:

¥ Heuristically, trim errors from graph
– e.g., tip removal

42

CGATGCA

TTAGGCG

GGCGATG

CAAATTG

ATTAGTC

TGCAAAT error!

2
2

2
1 1

111
1

CGAT GATG TGCAATGC

2
2

2
1 1

211
1

2
1 1

11
ATTA TTAG TAGG AGGC GGCG GCGA

GCAA CAAA AAAT AATT ATTG

1
2 1

1 1

1 11

TAGT AGTC1

1

from error

9 8 79

CGAT GATG TGCAATGC
11 10 108 9 10

ATTA TTAG TAGG AGGC GGCG GCGA

GCAA CAAA AAAT AATT ATTG

10 11 12

1

TAGT AGTC1

9

from error
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A zoom-in on the data structure

¥ multiple kmers hash to same entry of hash table
¥ maintain links, edge counts to neighbor node

43

kmer
left[0] right[0]
left[1] right[1]

left[3] right[3]
left[2] right[2]

l_count[0] r_count[0]
l_count[1] r_count[1]

l_count[3] r_count[3]
l_count[2] r_count[2]

next

hash(ATGC)

hash(CGAT)

hash(GATG)

kmer
left[0] right[0]
left[1] right[1]

left[3] right[3]
left[2] right[2]

l_count[0] r_count[0]
l_count[1] r_count[1]

l_count[3] r_count[3]
l_count[2] r_count[2]

next

hash(AACT)

pointers to
neighbor nodes

edge frequencies
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Parallelization

¥ Interesting problem:
Ð deterministic result for a given input set
Ð all threads need to be able to write to any node

¥ 3 basic operations:
Ð node creation
Ð link insertion
Ð counter update

¥ Can be done lock free, by exploiting that we never 
delete from graph.

44

idempotent: CAS on head of list

idempotent: store pointer
commutative: atomic increment 
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Node creation 

operation is idempotent (ignoring storage location)

1. Record head of linked-list of hash chain.
2. Walk chain looking for k-mer.
3. If found

¥ return
4. Create node for k-mer, setting next field to ÒheadÓ
5. Compare-and-swap (CAS) on ÒheadÓ with address.

45
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All feasible with existing ISA

¥ But somewhat error prone:
Ð relies on programmer knowledge of data 

properties (i.e., no deletion during construction)

¥ Can deterministic languages verify this at compile 
time?

¥ How far can you push this?

46
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Parallel tip removal

¥ Partition hash table into Òwork unitsÓ
Ð each work unit consists of nodes in its partition

¥ For each node:
1.  check if it is a tip (1 total neighbor) with low count
2.  recursive down tip looking for junction to mainline 

sequence
3. back out of recursion marking all nodes for 

removal

¥ Second phase removes all marked nodes
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Merging Nodes

¥ Where TM could pay off.
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18 10 10
ATTA TTAG TAGG AGGC

8

TAGT AGTC8

18
CATT

Want to merge these two nodes

18 10 10
CATT ATTAG TAGG AGGC

8

TAGT AGTC8
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With locks

1. Need per-node locks
2. Need to acquire locks for all modified nodes

¥ lock ATTA, TTAG, TAGG, TAGT
3. Need to sort the locks to avoid deadlock

¥  use node addresses
4. Need to check that structure hasnÕt changed since 

you acquired the locks.
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18 10 10
ATTA TTAG TAGG AGGC

8

TAGT AGTC8

18
CATT

With transactions you need none of this!
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Conclusion

In spite of the amount of TM research, we still donÕt 
know a whole lot

Ð WeÕre starting to get designs with:
¥ good common case performance, modest HW 

complexity, and good ÒvirtualizabilityÓ
¥ UFO Hybrid TM & Token TM

Ð Further research really needs clear use cases for 
TM and clear definition of TM semantics

Parallel graph construction: 
Ð An interesting test case for parallel language ideas


